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Motivation

Emerging Blackmarket Services provide shortcuts to
gaining appraisal on Online Social Networks, such as
Twitter. There are two types of blackmarket services –
Premium (paid) and Freemium (credit-based).

Our focus is on Credit-based services, whose users
are termed as Collusive Users and their overall activity
in the platform, Collusion.

Collusive
Behavior

Organic
Behavior

Inorganic
Behavior

Problem Statement

How can we design an efficient system that can
simultaneously detect users (based on their un-
usual retweeting pattern) and tweets (based on the
credibility of the users who retweet them) involved
in collusive Blackmarket services?

Preliminaries

Data Collection: Used Active Probing strategy to
mine tweets and users from Credit-based services (eg.
YouLikeHits, etc.) and their 1-hop follower-followee
network on Twitter.

User Support: u supports t, given by a relation:
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wq if u quoted t
wr if u retweeted t
0 otherwise

where 0 ă wr ď wq ă 1.

Credibility of a User, Cpuq: An intrinsic trait indi-
cating how likely is a user u to support a tweet based on
their genuine agreement with the content of the tweet.
Cpuq P r0, 1s

Merit of a Tweet, M ptq: An intrinsic trait indicat-
ing the genuine organic support of users on that tweet.
M ptq P r0, 1s

The CoReRank Algorithm

•Unsupervised Approach to rank users and tweets based on their credibility and merit respectively.
•With a few ground truth labels, it can be extended to a semi-supervised formulation called CoReRank+.

Graph Construction

Figure: Support graph for GpU, T,Eq

|U | “ 10450, |T | “ 2440320, |E | “ 2962737

Properties

Axiom 1 Collusive users have very less inter-support
times compared to genuine users

Axiom 2 Among tweets with identically collusive sup-
port, a highly meritorious tweet gets higher support

Axiom 3 A collusive user demonstrates immense top-
ical diversity

(a) IST for different users (b) t-SNE for tweet embeddings

CoReRank & CoReRank+ Formulation

CoReRank incorporates network dependencies, behavioral activities (using Birdnest[1]), topical similarities,
cold start and label (for CoReRank+) to update the scores. All parameters were learnt by Parameter Sweeping.

M ptq “
γ1t ¨

ř

uPInptqCpuq ¨ Spu, tq ` γ2t ¨ πT ptq ` γ3t ¨ µT ` αT ptq

γ1t ` γ2t ` γ3t ` |Inptq|
(1)

Cpuq “
γ1u ¨

ř

tPOutpuqM ptq ¨ Spu, tq ` γ2u ¨ πU puq ` `γ3u ¨ τU puq ` γ4u ¨ µU ` αU puq

γ1u ` γ2u ` γ3u ` γ4u ` |Outpuq|
(2)

Theoretical Guarantees

Theorem 1 Theorem of Convergence: Between suc-
cessive iterations, the difference in the scores of the
users and tweets is bounded. For any user u P U ,
|C8puq ´ Ck

puq| ď
`3
4
˘k. Similarly for a tweet t P T ,

|M8
ptq ´Mk

ptq| ď
`3
4
˘k´1.

Theorem 1 Bound on Iterations: The number of it-
erations till convergence is at most 2 ` r

log
`

ε
2

˘

log
`

3
4

˘s

Time Complexity: Op|E|q or linear time complexity
in the number of edges of GpU, T,Eq

Pseudocode

Initialize Cpuq0 “ πU puq, M ptq0 “ πT ptq @u P U, @t P T

Initialize µU “

ř

uPUCpuq
0

|U | and µT “

ř

tPTMptq
0

|T |

k “ 0
while error ą ε do
k “ k ` 1
C̃k´1

puq “ normalised pCk´1
puqq

Update Mk
ptq using C̃k´1

puq via Eq. 1: @t P T
Update Ck

puq using Mk
ptq via Eq.2: @u P U ,

error =
maxpmaxuPU |Ck

puq ´ Ck´1
puq|,maxtPT |Mk

ptq ´Mk´1
ptq|q

end

Results

Metric BotoM NDSync Birdnest CoReRank
AP (Collusive) 0.212 0.218 0.221 0.817
AR (Collusive) 0.006 0.010 0.003 0.012
AP (Genuine) 0.394 0.532 0.727 0.875
AR (Genuine) 0.005 0.009 0.009 0.011

Metric SpamBot FakeAcc SCoRe CoReRank+
AUC 0.573 0.578 0.696 0.927

P (Collusive) 0.611 0.589 0.724 0.933
R (Collusive) 0.336 0.362 0.727 0.887
P (Genuine) 0.547 0.559 0.603 0.910
R (Genuine) 0.790 0.762 0.599 0.947

Table: For unsupervised - Average Precision (AP) and Average
Recall (AR)). For (semi-) supervised - ROC-AUC, Precision (P)
and Recall (R), averaged over 10-fold cross validation) methods.

(a) Feature Importance (b) Collusive tweet results

(c) Robustness Analysis (d) Scalability Analysis

Additional Information

•This work has been accepted at The Twelfth
International Conference on Web Search and
Data Mining (WSDM), 2019.

•Code and dataset are available at -
https://github.com/LCS2-IIITD/CoReRank-WSDM-2019

•We thank our co-author, Hridoy Sankar Dutta for
his valuable inputs and contributions.
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Problem Statement

How can we make a rich vector representation
of what constitutes a collusive user by incorporating
features that are extracted via multiple views or
perspectives, like profile and activity attributes, net-
work interactions and linguistic hints?

Dataset

Collection Strategy: Used Active Probing strat-
egy to mine tweets and users from Credit-based services
(eg. YouLikeHits, etc.), which contained tweet-level
and user-level features. For network level features, 1-
hop networks for follower, followee, retweets and quotes
were collected.

Users which had too many ( 100k) or too less ( 50)
followers were removed to avoid bias. Around 4% of
the collusive users were verified, indicating that even
Twitter is not yet efficient in detecting collusive users.

User Type # initial
users

# users sus-
pended/deleted

# ver-
ified
users

# users
taken
for
analysis

Collusive Users 1854 47 72 1807
Genuine Users 2721 12 550 2706

Table: Statistics of the dataset.

The Multi-view Embedding Approach

•We adopt the Weighted Generalized Canonical Correlation Analysis (WGCCA) proposed by [1].
•We make use of six different views, divided into two categories – Attribute-level and Network-level
•These user embeddings are then used for the downstream task of classifying collusive users.

Attribute-level Views

•Content posted by users and their attributes are
used to get the attribute-level views.

• Tweet2Vec (AV1) is used to extract vector-space
representations of all the tweets of a user.

• SCoRe(AV2) consists of profile, social network, user
activity, likelihood and fluctuation features. There
are total 64 such features in AV2 taken from [2].

(a) Tweet2Vec (AV1q (b) SCoRe(AV2q

Figure: t-SNE representations of collusive (red) and genuine
(green) users for attribute level views.

Network-level Views

•For each Network-level view (NVi), consider an
adjacency matrix, Ai of the users.

• Ai
kl “ 1 if k is related to l via relation i

•Each row in the adjacency matrix of NVi represents
an embedding for the user in that view.

•PCA is used to get denser vectors from these rows
having dimension 1000.

(a) Retweet Network (NV1q (b) Follower Network (NV3q

Figure: t-SNE representations of collusive (red) and genuine
(green) users for network level views.

Weighted Generalized Canonical Correlation Analysis (WGCCA)

WGCCA finds a weighted linear combination for sets of variables that maximises the correlation between them.

arg minG,Ui

ř

i wi}G ´ XiUi}
2
F s.t. GTG “ I, wi ě 0 (1)

where Xi P Rnˆdi is the data matrix for the ith view, Ui P Rdiˆk maps from the latent space to observed view i,
G P Rnˆk contains the learned user embeddings, and F is the Frobenius (or Euclidean) norm. The columns of G

are the eigenvectors of ř

i wiXipX
T
i Xiq

´1
XT

i , and the solution for Ui “ pXT
i XiqXiG.

Computational Background

To solve the optimization problem formulated in Eq.
r1s, we refer to [3], which states that G can be found
by spectral decomposition of sum of projection matrices
(Pj) of different views. Let, Pj “ XjpX

T
j Xjq

´1
XT

j , M “
řJ

i“1 Pj. Then, for some positive diagonal matrix Λ, G
and Uj will satisfy, MG “ GΛ, Uj “ pXT

j X´1
j q

´1XT
j G

We modified this formulation for WGCCA and used
the regularised modification of this given by [3]

Why WGCCA?
•Naive Approach: Concatenate the
embeddings of different views, apply PCA and
perform downstream tasks.

•Problems: Differences in nature of data
(distributions, sparsity, etc) in the views can lead
to loss of information in PCA.

•Solution: WGCCA considers data matrix
from each view separately to learn G.

Results

Table: Performance of different competing methods for binary
classification.
Classifier Micro Macro

Precision Recall F1 AUC Precision Recall F1 AUC
BotoM(RF) 0.683 0.683 0.683 0.780 0.685 0.682 0.680 0.780
SpamBot 0.682 0.682 0.682 0.695 0.699 0.661 0.645 0.695
FakeAcc (RF) 0.694 0.694 0.694 0.692 0.694 0.688 0.688 0.692
NDSync (LR) 0.573 0.573 0.573 0.671 0.383 0.293 0.269 0.671
SCoRe (SVM) 0.766 0.766 0.766 0.799 0.771 0.759 0.760 0.799
WGCCA1 (SVM) 0.804 0.804 0.804 0.801 0.803 0.802 0.802 0.801
WGCCA2 (50, K-NN) 0.847 0.847 0.847 0.841 0.853 0.841 0.844 0.841
WGCCA3 (50, SVM) 0.854 0.854 0.854 0.852 0.853 0.852 0.852 0.852
WGCCA4 (50, SVM) 0.862 0.862 0.862 0.858 0.863 0.858 0.860 0.858
WGCCA5 (50, SVM) 0.863 0.863 0.863 0.859 0.863 0.859 0.860 0.859
WGCCA6 (100, SVM) 0.861 0.861 0.861 0.857 0.862 0.857 0.859 0.857

(a) Qualitative Analysis:
t-SNE visualization of best
performing user embeddings for
binary classification

(b) Robustness Analysis:
Variation of F1-score (macro)
for different ratios of collusive
users to genuine users

Weight Assignment: Weights are assigned to the
views for both our task of classification by generat-
ing user embeddings of different sizes P t50, 100, 200u
for all possible weight assignments, and choosing the
one that performs the best. The set of assign-
ments, A is given by: A “ W |V |

´ A0, where
W P t0, 0.25, 1u is the set of possible weights, V “

tAV1, AV2, NV1, NV2, NV3, NV4u is the set of views,
and A0 is the assignment p0, 0, 0, 0, 0, 0q.

Additional Information

•This work is currently under review at ACM
Transactions of the Web.

•We thank our co-authors, Udit Arora and Hridoy
Sankar Dutta for their valuable inputs.
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