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1 Problem: Domain Adaptation

1.1 Problem Description

For this question, you need to implement a DANN (Domain Adversarial Neural Network, reference paper).
There are two main tasks you will have to perform: a toy 2D classification problem, and an image classification
problem.

Note: All your results, quantitative / qualitative should be in a format similar to the one depicted in the paper.

Deliverables

1. Refer Fig 2 (Page 14) and Algorithm 1 (Page 10) given in the paper. Generate the twinning moon 2D
data exactly as mentioned in the paper (Section 5.1.1, Experiments on a Toy Problem, Page 3-14). Show
plots of the generated data distribution. Then, implement both the standard NN and the shallow DANN
(exactly as described in the paper). Finally, show the “LABEL CLASSIFICATION” and “DOMAIN
CLASSIFICATION” plots (as shown in in Fig 2), for both the standard NN as well as the shallow
DANN. Also report the accuracies obtained by both the models on the source and target distributions
independently. [30 marks]

2. For this part, you have to perform a source and target image classification. The source dataset is MNIST
(can be directly used from Pytorch’s torchvision dataloader) and the target dataset is MNIST-M (as
described in the paper in section 5.2.4 on page 23). The MNIST-M dataset can directly be downloaded
from here. You have to implement both the source-only model and the DANN for a comparative analysis.
The architecture that you have to use is the same as the one given in Fig 4.a on page 21. Report the label
classification accuracies (similar to Table 2 on page 24). Also, plot the t-SNE representations of the data
points across source and target distributions for both the source-only model and the DANN (as shown in
Fig 5, page 22). [50 marks]

1.2 Solution

1.2.1 Toy Dataset

• In this question we were supposed to implement the Shallow DANN and replicate the experiment on the
Toy Twinning Moon dataset given in the paper.

• For the Shallow DANN, We followed the exact architecture as shown in the paper. For the Gradient
Reversal Layer, We used an extension of the PyTorch Function module, referred from a GitHub repository
[1].

• For the part where we had to deactivate the GRL, We simply allowed the gradients to backpropagate
normally.

• For the dataset, the paper mentioned that they showed results on 150 points from each domain. However,
there was no mention of the training set size or whether the points plotted were the same points that the
model was trained on.

• To be rigorous in my analysis, and as suggested on the Classroom discussion, we generated 375 points for
each domain, and split them in the ratio of 4:1.
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• This way, we had 150 points in a validation set, 75 points in each domain, which we would not expose to
the model and use only for generating results. The validation set points are plotted in Figure 3.

• We referred to a GitHub repository [5] for generating and plotting code for this dataset.

• We trained on the other remaining points. We used Cross Entropy loss for both domain and classification
branches (This would have the same effect as the losses mentioned in the paper), and trained using Adam
Optimiser with a learning rate of 0.005 for 1000 epochs, as SGD was not helping me replicate the plots.

• The training plots for Shallow DANN and NN are shown in Figures 1 and 2 respectively.

• The Label Classification decision boundaries for Shallow DANN and Normal NN are shown in Figure 4. As
we can see in the plot, the Shallow DANN can classify all the validation Target Domain points correctly,
whereas the Simple NN cannot to that, even though it gets the Source domain points right, which is
expected, as it does not use the Gradient Reversal layer and does not perform domain regularization.

• The Domain Classification Decision boundaries for Shallow DANN and Normal NN are shown in Figure
5. Again, we see that the DANN does not work so well in separating the points on the basis of domains,
which is expected, as it learns domain-invariant features.

• For the Shallow DANN, the label classification performance and domain classification performance over
the validation set was as follows:

domain: src

label accuracy

precision recall f1-score support

0.0 1.00 1.00 1.00 37

1.0 1.00 1.00 1.00 38

accuracy 1.00 75

macro avg 1.00 1.00 1.00 75

weighted avg 1.00 1.00 1.00 75

-------------------------------------------------------

domain: tar

label accuracy

precision recall f1-score support

0.0 1.00 1.00 1.00 37

1.0 1.00 1.00 1.00 38

accuracy 1.00 75

macro avg 1.00 1.00 1.00 75

weighted avg 1.00 1.00 1.00 75

-------------------------------------------------------

domain accuracy

precision recall f1-score support

0.0 0.38 0.32 0.35 75

1.0 0.41 0.47 0.43 75

accuracy 0.39 150

macro avg 0.39 0.39 0.39 150

weighted avg 0.39 0.39 0.39 150

As we can see, the Shallow DANN has adapted to the Target domain extremely well, giving a 100%
validation accuracy for Label Classification on both the Source and Target domains. At the same time,
the Domain Classification accuracy is extremely low, as it has learnt domain-invariant features.

• For the Simpls NN, the label classification performance and domain classification performance over the
validation set are reported below. We can notice that the simple NN does not perform as well on the
Target domain for label classification, as it has not learnt domain-invariant features. However, the do-
main classification accuracy is quite high, as it is able to backpropagate the gradients from the Domain
Classification loss correctly.
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domain: src

label accuracy

precision recall f1-score support

0.0 1.00 1.00 1.00 37

1.0 1.00 1.00 1.00 38

accuracy 1.00 75

macro avg 1.00 1.00 1.00 75

weighted avg 1.00 1.00 1.00 75

-------------------------------------------------------

domain: tar

label accuracy

precision recall f1-score support

0.0 0.96 0.65 0.77 37

1.0 0.74 0.97 0.84 38

accuracy 0.81 75

macro avg 0.85 0.81 0.81 75

weighted avg 0.85 0.81 0.81 75

-------------------------------------------------------

domain accuracy

precision recall f1-score support

0.0 0.97 0.92 0.95 75

1.0 0.92 0.97 0.95 75

accuracy 0.95 150

macro avg 0.95 0.95 0.95 150

weighted avg 0.95 0.95 0.95 150

1.2.2 MNIST → MNIST-m

• We normalized the images by performing Standard scaling using the mean and standard deviation of the
pixel values.

• For both the models, we had to apply Batch Normalisation between the Convolutional layers, otherwise
the models were not learning properly. The rest of the architecture we used is same as that given in the
paper. We also used the modification scheme for the Domain Regularization constant (λ) that was given
in the paper.

• We used Adam optimiser, with learning rate 0.01, and trained for 200 epochs. We incorporated a
LogSoftMax layer into the model architecture and used the NLLLoss function in PyTorch.

• For loading MNIST-m in PyTorch, we referred to a GitHub Repository [3].

• For the DANN, the label classification performance over both the domains is given below:

domain: target

precision recall f1-score support

0.0 0.85 0.80 0.82 878

1.0 0.75 0.73 0.74 1016

2.0 0.74 0.74 0.74 933

3.0 0.71 0.75 0.73 908

4.0 0.70 0.75 0.72 890

5.0 0.71 0.78 0.74 807

6.0 0.86 0.73 0.79 856

7.0 0.85 0.72 0.78 914

8.0 0.70 0.73 0.72 880

9.0 0.68 0.76 0.72 919

accuracy 0.75 9001
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Figure 1: Training Plots for Shallow DANN
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Figure 2: Training Plots for simple NN

Figure 3: Original Points for Twinning moons dataset. (Black points are the Target domain)
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(a) Shallow DANN (b) Simple NN

Figure 4: Label Classification

(a) Shallow DANN (b) Simple NN

Figure 5: Domain Classification

macro avg 0.75 0.75 0.75 9001

weighted avg 0.75 0.75 0.75 9001

------------------------------------------------------

domain: src

precision recall f1-score support

0.0 0.98 0.99 0.98 980

1.0 0.99 0.98 0.99 1135

2.0 0.97 0.97 0.97 1032

3.0 0.98 0.97 0.97 1010

4.0 0.97 0.97 0.97 982

5.0 0.98 0.97 0.97 892

6.0 0.98 0.97 0.98 958

7.0 0.98 0.97 0.97 1028

8.0 0.97 0.98 0.97 974

9.0 0.95 0.97 0.96 1009

accuracy 0.97 10000

macro avg 0.97 0.97 0.97 10000

weighted avg 0.97 0.97 0.97 10000

------------------------------------------------------

We see that the model has learned the Source domain (MNIST) pretty well. For the Target domain
(MNIST-m) also the model gives a pretty decent accuracy.

• For the Source-only NN model, the label classification performance is given below:

domain: target

precision recall f1-score support

0.0 0.41 0.49 0.45 878
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1.0 0.42 0.60 0.49 1016

2.0 0.63 0.42 0.51 933

3.0 0.55 0.46 0.50 908

4.0 0.47 0.52 0.50 890

5.0 0.77 0.40 0.53 807

6.0 0.77 0.51 0.61 856

7.0 0.78 0.47 0.59 914

8.0 0.30 0.68 0.41 880

9.0 0.61 0.40 0.49 919

accuracy 0.50 9001

macro avg 0.57 0.50 0.51 9001

weighted avg 0.57 0.50 0.51 9001

------------------------------------------------------

domain: src

precision recall f1-score support

0.0 0.99 1.00 0.99 980

1.0 0.98 1.00 0.99 1135

2.0 0.99 0.98 0.99 1032

3.0 0.97 1.00 0.98 1010

4.0 0.99 0.99 0.99 982

5.0 1.00 0.97 0.98 892

6.0 0.99 0.99 0.99 958

7.0 0.99 0.98 0.99 1028

8.0 0.99 1.00 0.99 974

9.0 0.99 0.98 0.98 1009

accuracy 0.99 10000

macro avg 0.99 0.99 0.99 10000

weighted avg 0.99 0.99 0.99 10000

------------------------------------------------------

Here, again the Label Classification over the source domain is pretty great. However, the important thing
to notice is that the label classification performance over the Target Domain decreases, since the Source
only model has no Domain Classification head, and no Gradient reversal layer, therefore, it has no way to
learn Domain Invariant features and the performance over the Target domain reduces. Hence, this result
is as expected.

• Lastly, we see in Figure 6, the effect of domain adaptation on the activations of the Feature Extraction
part of the network. They are the TSNE projections of the flattened activation obtained at the end of the
Feature extraction part. Blue points correspond to the target domain and red points correspond to the
source domain. In case of adaptation, the activations of the two domains are brought much closer than
when there is no adaptation, indicating that the features learnt by the feature extractor in the case of
domain adaptation are domain-invariant.

• This result is in agreement with the paper and is expected.

• Generating TSNE embeddings for the entire test set (approx. 18k samples) was taking too much time on
Colab, hence I have generated embeddings for randomly sampled 30% of the test set.

• The training plots for the DANN and the Source-only network are given in Figure 7 and Figure 8 respec-
tively.
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(a) Adapted (DANN) (b) Non-Adapted (Source only)

Figure 6: Effect of Domain Adaptation on MNIST → MNIST-m
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Figure 7: Training Plots for DANN
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Figure 8: Training Plots for Source-only model
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